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          Instructions: 

(i) Read the all questions carefully and answer accordingly.  

(ii) Do not write any matter on the question paper other than roll number. 

 

Q.
No 

Questions 
Mar
ks 

C
O 

RB
T 

1 

a. Explain the difference between structured, unstructured, semi-
structured, and quasi-structured data. 

4 
C

O1 
L1 

b. Compare and contrast traditional data management approaches with Big 
Data approaches. 

6 
C

O1 
L2 

c. Discuss the advantages and limitations of No-SQL databases in handling 
Big Data. 

10 
C

O1 
L3 

OR 

2 

a. How do data security and privacy concerns impact Big Data 
implementations? 

4 
C

O1 
L1 

b. Explain the architecture of HDFS and the roles of NameNode and 
DataNode. 

6 
C

O1 
L2 

c. How do Combiners and Partitioners improve the efficiency of 
MapReduce jobs? 

10 
C

O1 
L3 

 

3 

a. Describe the architecture of YARN and the roles of its various components. 
4 

CO
2 

L
1 

b. What are Sqoop connectors, and how do they facilitate data transfer? 
6 

CO
2 

L
2 

c. Compare and contrast Sqoop and Flume in terms of their use cases and 
functionalities. 

1
0 

CO
2 

L
3 

OR 

4 

a. What are the different data types supported by Hive, and how are they used? 
4 

CO
2 

L
1 

b. List and describe the common Hive DML (Data Manipulation Language) 
commands. 

6 
CO
2 

L
2 

c. Explain Hive table partitioning and its benefits for query performance. 
1
0 

CO
2 

L
3 
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5 

a. List the commands used for creating and listing tables in HBase. 
4 

CO
3 

L
1 

b. How do you describe and drop tables in HBase? 
6 

CO
3 

L
2 

c. Describe the commands for scanning, counting, and truncating tables in 
HBase. 

1
0 

CO
3 

L
3 

OR 

6 

a. Describe the primary users of Spark and the types of applications they use it for. 
4 

CO
3 

L
1 

b. What is an RDD (Resilient Distributed Dataset) in Apache Spark, and what are 
its key characteristics? 

6 
CO

3 
L
2 

c. Describe the process of creating and manipulating RDDs in Spark. 
1
0 

CO
3 

L
3 

 

 

7 

a. Evaluate the use of Hive for real-time data processing versus batch processing. 
What are the limitations of Hive in handling real-time data, and how can they be 
addressed? 

4 
C
O
4 

L
1 

b. Discuss the impact of Hive’s table partitioning and bucketing strategies on query 
performance. In what scenarios are these features most beneficial? 

6 
C
O
4 

L
2 

c. How does HBase handle scalability and high availability, and what are the trade-
offs involved in its architecture? 

1
0 

C
O
4 

L
3 

OR 

8 

a. Describe the architecture of HBase and its key components. 
4 

CO
4 

L
1 

b. Explain the commands for disabling and enabling tables in HBase. 
6 

CO
4 

L
2 

c. Describe the commands for scanning, counting, and truncating tables in 
HBase. 

1
0 

CO
4 

L
3 

 

 

9 

a. Identify and explain three major challenges associated with Big Data. 4 CO5 L1 

b. What are the key components of the Hadoop ecosystem and their functions? 6 CO5 L2 

c. Discuss the process of file writing and reading in HDFS. 10 CO5 L3 

OR 

1
0 

a. What are the "Four Vs" of Big Data and how do they contribute to its 
importance? 

4 
CO
5 

L
1 

b. What are the primary drivers for the adoption of Big Data technologies in 
modern applications? 

6 
CO
5 

L
2 

c. What are the main types of No-SQL databases and how do they differ from 
relational databases? 

1
0 

CO
5 

L
3 

 

 


